
Indian Institute of Technology Mandi
Kamand, Himachal Pradesh - 175075

AR 525: Reinforcement Learning for Robotics

Course Code AR 525
Course Name Reinforcement Learning for Robotics
L-T-P-C 3-0-0-3
Prerequisites IC 272: Machine Learning / CS 305 or CS 362: Artificial Intelligence /

Equivalent courses and Programming Knowledge (Python)
Intended for B.Tech, M.Tech, M.Tech. (R), PhD
Mutual Exclusion None
Approval 48th Senate (Mar 2026), in the B.Tech General Engineering with AI &
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Preamble

Reinforcement Learning (RL) is a paradigm that models trial-and-error decision making, enabling
physical robotic systems to learn optimal behaviors through interaction with uncertain, dynamic envi-
ronments where explicit supervision is unavailable. This course introduces the mathematical founda-
tions of RL while emphasizing robotics-specific challenges, including continuous state–action spaces,
partial observability, contact-rich dynamics, safety constraints, sim-to-real transfer, and data efficiency.
Core algorithms will be discussed alongside robot-centric case studies such as manipulation, locomo-
tion, mobile navigation, and human–robot interaction. Applications will be drawn primarily from
robotics, with additional examples from healthcare, autonomous systems, and human-AI collabora-
tion.

Course Modules

• Introduction to Reinforcement Learning: RL problem formulation with robotic agents, Basic
Definitions, Examples from robotic navigation, manipulation, and control, Strengths and limita-
tions of RL for real-world robots (sample efficiency, safety, interpretability) (2 hours)

• Finite Markov Decision Process (MDP): Markov processes and MDPs with robot state rep-
resentations, Continuous vs. discrete state/action spaces in robotics, Rewards for robotic tasks
(sparse vs. shaped rewards), Partially Observable MDPs (POMDPs) for sensing-limited robots,
Value functions and optimality in motion planning and control, Approximation issues arising
from high-dimensional robot states (6 hours)

• Dynamic Programming for Robotics (Planning by DP): Policy and value iteration in robot
motion planning, Relationship to shortest-path and optimal control problems. Generalized Pol-
icy Iteration for robotic decision-making, Limitations of DP for high-dimensional robotic sys-
tems, Convergence and contraction mappings with robotics examples (6 hours)

• Model-Free Prediction in Robotic Systems: Monte Carlo and TD learning for robotic task eval-
uation, Eligibility traces for delayed rewards in manipulation tasks, Temporal credit assignment
in sequential robot actions, On-policy vs. off-policy prediction in physical systems (4 hours)

• Model-free Control for Robotics: On-policy and off-policy control for robots, Exploration–
exploitation trade-offs in real robots, Safety-aware exploration strategies (4 hours)
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• Value Function Approximation for High-Dimensional Robots: Function approximation for
continuous robotic states, Deep Q-Learning for robotic decision-making, Experience replay and
sample reuse in robotics, Challenges of instability and overestimation in control tasks (4 hours)

• Policy Gradient Methods for Robot Control: Stochastic policies for continuous control,
Actor–critic methods for robotic manipulation and locomotion, Comparison with classical opti-
mal control methods, Variance reduction techniques in robot learning (4 hours)

• Integrating Planning and Learning in Robotics: Model-based RL for robotic dynamics,
Learning residual models over analytical physics, Simulation-based planning and rollouts, Com-
bining RL with trajectory optimization and MPC (4 hours)

• Deep Reinforcement Learning for Robotics: Continuous-control algorithms: PPO, DDPG,
TD3, SAC, TRPO, GRPO, Stability and robustness issues in physical robots, Sim-to-real transfer,
domain randomization (4 hours)

• Reinforcement Learning with Human Feedback in Robotics (Coaching): Imitation learning
from human demonstrations, Inverse RL for learning reward functions in robotics, Human pref-
erence learning for shared autonomy, Safety, alignment, and trust in human–robot interaction (4
hours)

Text Books

1. Richard S. Sutton and Andrew G. Barto; Reinforcement Learning: An Introduction; 2nd Edition,
MIT Press, 2020.

2. Bertsekas, D. (2019). Reinforcement learning and optimal control (Vol. 1). Athena Scientific.
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